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Abstract

This paper presents a comprehensive review of existing studies and several optimization methods, and
suggests a simplified workflow for a unified framework for multimodal systems and AI-driven assistants. It
focuses on the integration of AI-based tools into existing IT infrastructures by comparing approaches used
in industry use cases of applying AI-based tools in their respective fields. Integrating AI into existing IT
infrastructures that were not originally designed to be operated by AI, even at the level of data rendering,
causes significant challenges that are worth solving. The main challenges include evaluating the rationality
of using AI for certain tasks, managing the computational costs of self-deployed AI tools, managing the
quality limitations of self-deployed LLMs to ensure that they can effectively interact with humans in
industrial environments, and overcoming the economic limitations of using high-end LLM models such as
ChatGPT, DeepSeek, or Grok in terms of token-based pricing. The study demonstrates a significant need
for standardization and enhanced operability of existing approaches beyond the highly specialized solutions
used in fields such as medicine, software development, and network management. The improvements are
intended to enable AI assistants to make critical decisions that still require automation and optimization
within industrial systems. The main aim is to systematize modern solutions and design common principles
and vectors of development for highly contextual and scalable AI operating systems, enabling both AI
technology providers and commercial organizations to adapt even in the short term. An example of the
workflow pipeline of the proposed framework is designed to combine the adaptability and intellectual
operability of high-end LLMs with the standardization of tasks for highly contextual models. It also
addresses the deployment limitations of models built from scratch or derived from local models while
preserving optimization for servers of small and medium-sized enterprises at each step by managing small
modular tasks.
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I. INTRODUCTION

Recently, AI-based workflows and ML algorithms have increasingly developed and become the basis for optimizing the work
environment. With further growth in the volume of data created and recorded by humanity, and with growing computational
requirements, traditional planning algorithms and task-completion methods require enhancement. The IT infrastructure of Big
Tech companies, cloud systems, and distributed systems is increasingly using intelligent algorithms and AI-based tools, leaving
traditional methods and tools, as well as small and medium-sized enterprises, far behind. The use of neural networks, AI assistants,
and metaheuristic algorithms in the early period of their development opened a new chapter in achieving optimization, industrial
effectiveness, and automation. These approaches allow us to understand the main benefit of technological progress—adaptability.
Traditional solutions, despite their effectiveness in static environments, are not adaptable. The adaptability of a system is necessary
for dynamic systems where data and rules are changeable, including large-scale cloud platforms, which are increasingly being
adopted even by small and medium-sized enterprises in various fields.

Conventional IT management infrastructure is often dependent on static optimization algorithms and rule-based decision-making.
Although this type of procedure is successful in stable environments, it often does not scale or respond to the unpredictability and
volatility of today’s IT ecosystems. Using different kinds of intelligent processing algorithms can help predict system bottlenecks
in existing IT infrastructure, find ways to optimize workflows, and enhance our ability to achieve state-of-the-art adaptability. These
algorithms can autonomously predict and identify system bottlenecks and then automatically reposition workflows for continuous
operational efficiency, paving the way for adaptability.

It is also important to mention that the implementation of such intelligent tools may cause significant organizational changes,
including employee re-education, and raise concerns such as data leaks and quality issues. The creation of artificial intelligence
systems that meet both the technical constraints and the strategic investment requirements for algorithms in small and medium-sized
enterprises remains an important task that requires a carefully developed approach. In this study, we will explore possible approaches.

II. LITERATURE REVIEW

Our review of previous studies gives us more context and helps us identify the main gaps, methods, and findings in the industrial
field. The literature review examines both recent and older works, allowing us to delve deeper into the subject and helping us
position our work on the more practical side of the research. The literature is organized into three thematic areas: optimization and
scheduling approaches; studies on the industrialization of the RAG system, Part I; and studies on the industrialization of the RAG
system, Part II.

TABLE I: Optimization and Scheduling Approaches

Study Key Contributions Rationale
[1] RepairLLaMA: Efficient representations

and fine-tuned adapters for program
repair

Provides an example of using
adapters and overall workflow
pipelines.

[2] Exploring the potential of AI-driven op-
timization in enhancing network perfor-
mance and efficiency

Shows the efficiency of AI ap-
proaches in industrial cases.

[3] Software project scheduling using the
hyper-cube ant colony optimization al-
gorithm

Provides evidence of heuristic
approaches in industrial schedul-
ing.

[4] An investigation of static versus dy-
namic scheduling

Demonstrates differences
between scheduling approaches.

[5] A roadmap for integrating automa-
tion with process optimization for AI-
powered digital transformation

Discusses the potential vectors of
development and processes to be
automated.
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Fig. 1: The whole pipeline of the work [1]

The studies have shown the importance of optimization approaches in industrial cases. Early studies provided evidence of heuristic
approaches in industrial scheduling [3]. Some of them demonstrate the differences between static and dynamic scheduling, proving
the importance of adaptability [4]. However, with today’s technological advances, studies discuss the vector of development toward
automation, optimization, scheduling, and routing using intelligent tools in industrial environments [2]. Recently, RepairLLaMA
demonstrated an application of fine-tuned adapters, enhancing both human-based and AI-based workflows in specific areas [1]. See
Fig. 1.
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TABLE II: Industrialization of RAG system(PART 1)

Study Key Contributions Rationale
[6] Model Context Protocol (MCP):

Landscape, Security Threats, and
Future Research Directions

Primarily aimed at simpli-
fying pipeline of deploy-
ment, integration and opera-
tion with existing technolo-
gies on an industrial scale.
MCP offers an example of
simplifying models workflow
with each other in order to
expand functionality with ex-
ternal tools and reduce frag-
mentation.

[7] What if GPT4 Became
Autonomous: The Auto-GPT
Project and Use Cases

Provides use cases of au-
tonomous AI and include po-
tential vectors of develop-
ment and enhancement of
LLMs.

[8] Auto-GPT for Online Decision
Making: Benchmarks and Addi-
tional Opinions

Demonstrates the key
differences across
autonomous models and
provides Additional Opinions
algorithm which enables
integrating smaller models
without major changing the
main LLM

[9] Financial Report Chunking for Ef-
fective Retrieval Augmented Gener-
ation

The study shows significant
improves in results of RAG
in question and answer tasks
based on financial tests. The
approach allows us to create
high-precision RAG systems
using file structure instead of
full texts.

[10] Searching for Best Practices in
Retrieval-Augmented Generation

The study examines existing
RAG methods to identify best
practices to ensure productiv-
ity and efficiency.
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TABLE III: Industrialization of RAG system(PART 2)

Study Key Contributions Rationale
[11] Retrieval-Augmented Generation

for Knowledge-Intensive NLP
Tasks

The study demonstrates RAG
system model. RAG can
solve problems of limited and
accurate knowledge of LLM
and the difficulty of updating
them.

[12] When Will AI Exceed Human Per-
formance? Evidence from AI Ex-
perts

The study surveyed ML ex-
perts to shows that AI will
surpass humankind in many
areas in the coming years.
Giving us potential vectors of
implementing human-in-the-
loop.

[13] Fundamentals of Expert Systems The study demonstrates key
principles of creating expert
systems and outlines areas for
further research.

[14] Adaptable Adapters The study proposes adaptive
adapters to select own ac-
tivation functions for differ-
ent layers and use a trainable
switch to select only nec-
essary layers. The approach
preserves quality of standard
adapters, yet requires less pa-
rameters for better for smaller
data.

[15] Dressing the Imagination: A
Dataset for AI-Powered Translation
of Text into Fashion Outfits and A
Novel KAN Adapter for Enhanced
Feature Adaptation

The study proposes NeRA,
an innovative adapter archi-
tecture. Unlike traditional ap-
proaches, NeRA uses train-
able nonlinear spline trans-
formations enabling models
to provide higher accuracy
and deep semantic matching.

A significant part of the existing work is aimed at making AI assistants practical and contextual. The foundations of RAG were
described and demonstrated to solve the knowledge accuracy and limitations problems of LLMs [11]. But as time goes on, the
increase in the efficiency of AI assistants continues [10]. Concrete approaches to making models highly contextual include, for
example, the capability to work with financial reports by using better chunking methods. To reduce the fragmentation of AI-based
tools, the studies also proposed the Model Context Protocol as a basis for simplifying workflows and the integration of external
tools. We can also see a tendency toward more effective and powerful customization of the models. The adaptable adapters can
select functions to use and yet use fewer parameters and conduct quality for less volume of data [14]. Some approaches simply
suggest architectural changes to the adapters to make models even more accurate by using different computational operations [15].
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TABLE IV: Human-AI and AI-AI interaction

Study Key Contributions Rationale
[16] In-Context Retrieval-Augmented Lan-

guage Models
The study proposes In-Context
RALM, a simpler method in
which the architecture of the
model does not change in com-
parison with regular RALM. The
context documents are simply
added to the beginning of input
data. In-Context RALM has great
potential for widespread use of
the model through the API.

[17] Human-in-the-loop Artificial
Intelligence

The study proposes ethical con-
cept of HitAI. Since humans are
involved in any AI system, HitAI
suggests rewarding those who
provide knowledge. Profits from
AI solutions should be returned
to the rightful owners of knowl-
edge.

[18] Towards a Better Understanding of
Context and Context-Awareness

The study addresses challenges
related to understanding and cre-
ating context and suggests ap-
proaches of developing contex-
tual applications.

[19] AI models collapse when trained on
recursively generated data

The study explains the risks of
future versions of GPT. When
most of the text on the Internet
will be generated by LLM. It
was found that uncontrolled gen-
eration of content by the model
leads to irreversible defects of
future models. The phenomenon
is called ”model collapse.” It is
found in many generative mod-
els.

[20] Artificial intelligence implementation in
manufacturing SMEs: A resource or-
chestration approach

The study examines how man-
ufacturing SMEs organize re-
sources to implement AI. Via
dynamic orchestration of AI re-
sources, SMEs successfully co-
ordinate processes and develop
qualified specialists. The research
contributes to AI implementation
by showing how SMEs use AI
capabilities to create a competi-
tive advantage.

Integration of AI into existing human-based infrastructures raises important considerations including ethical ones. Human-in-the-
loop Artificial Intelligence suggests more ethical AI, the HitAI. The concept suggests that the profits from AI in enterprises should
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be returned to their owners [17]. The long term risks like model collapse [19], and practical benefits [20] suggest to us that AI must
be regulated to be the technology of the future. Some infrastructures were never meant to be driven by AI, but they still need some
intelligent solutions. There, contextuality comes in the first place, both for human and AI agents [16] [18]. The reviewed studies
demonstrate a lack of a standardized, lightweight framework and development pipeline. The studies present highly effective but
specialized solutions [1] [2]. The existing research does not provide a solid platform that addresses computational constraints and
implementation challenges faced by SMEs. The reviewed literature on autonomous AIs [8] [7], model interactions [6] and resource
orchestration [20] hints at this but does not explicitly propose or test this specific hierarchical architecture as a virtual copy of
existing corporate agents in SME infrastructures.

Case Studies: Google’s use case of ML to optimize its data center cooling systems by analyzing data from sensors ensures that
the system can dynamically manage server setup settings resulting in energy and financial savings. AT&T’s ML algorithm analyzes
patterns in its traffic and can predict demand, minimizing further network latency issues.

The integration of AI and ML algorithms in industrial cases demonstrates huge improvements in network management. Predictive
analytics and anomaly detection in real time form the foundation for future AI-based corporate tools. It enables networks to react
to current conditions and predict future threats.

The article’s main limitation is that it was based on an industry leader’s case. It doesn’t present quantitative results from practical
implementation of AI driven methodologies. It also lacks a detailed analysis of computational costs and complexity of integrating
these systems into existing legacy infrastructure.

The article demonstrates effectiveness in energy savings and reduced latency and validates its potential. Its complexity is high,
requiring interdisciplinary knowledge. It is a great example of ML optimization applied to load balancing and resource management.

After the literature review, it becomes obvious that enhancements have been made in the AI workflow pipeline. But there
remains a substantial gap in the standardization of the frameworks used. That can be a limitation on fully implementing them in
existing IT infrastructures. The research mainly focuses on specialized solutions without providing solid frameworks that address
the computational constraints and implementation challenges faced by small and medium-sized enterprises.

III. RESEARCH METHODOLOGY

A. Research Questions and Objectives
Our research aims to contribute to the development of the standardization of frameworks used in the AI development pipeline by

making them optimized even in small and strongly tied to context-based automation and workflow management in IT infrastructures.
This research addresses the following questions:
1. How can an LLM framework be successfully implemented within existing IT infrastructure to manage an AI assistant with

significant computational constraints?
2. How does an AI architecture integrate classical optimization local models to optimize operations in industry with clients?
The aim is to design a framework for optimizing and scheduling tasks in multimodal systems that improves the efficiency

and quality of combining models in IT infrastructure. Our aim also includes analyzing the implementation challenges and the
organizational effects of intelligent automation. For this purpose, we have to face the following tasks: 1. To analyze the existing
methods of implementing multimodal systems. 2. To develop a hybrid model combining LLMs and classical optimization algorithms.
3. To increase the effectiveness of the proposed framework under real-case scenarios.

B. Experimental Setup
The experiment was applied to an existing IT infrastructure environment and designed to recreate a real-world enterprise

environment. The testbed consists of a digital infrastructure, storage systems, and API components required to test the system
in a medium-scale enterprise. The testing system was built using HuggingFace models and OpenRouter API models to orchestrate
under varying resource constraints and workload patterns.

The experimental setup includes five primary components tailored for the Unibest case study. The first one is a baseline RAG
system implementing a multimodal structure. The second one is the proposed framework integrating several models and tools with
the target AI assistant. The third is a management layer implemented as an orchestration UNIA positioned between AI assistants
and a sales manager. The fourth one is the operational knowledge stores such as vector databases, relational product databases,
rules, etc. The last component is monitoring, logging and CRM integration enabling more context for the system’s work. The
orchestration LLM acted as the leader of the ”AI Swarm” that standardizes corporate tasks across smaller models by performing
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prompt engineering and setting up constraints such as policies and rules. Each component was deployed in identical environmental
conditions to ensure a fair comparison.

System deployment: The core inference model ran on a physical server with AMD Ryzen 7 9800X3D under Debian, an NVIDIA
RTX3070 Ti GPU and 32 GB RAM. Copies of UnieAI used a single quantized Nous Hermes Mistral 7B model to reduce graphical
memory and inference footprint. External channels were connected via APIs such as Telegram, WhatsApp, Instagram, Gmail. UNIA
in the orchestration layer used DeepSeek via OpenRouter API with a constrained budget (50 free requests per day) for selected
high-risk decisions and light-weight routing tasks such as managing prompts and controlling the ”AI Swarm”. Heavier inference
and generation were performed locally on the quantized UnieAI.

C. System Architecture and Components
1) Unibest Business Context: Unibest is a B2B/B2C company selling computers and related services. To reduce human

labor costs, a sales AI assistant, UnieAI, was created to act as a virtual sales manager handling customer communications, product
recommendations, making store orders and routine after-sales interactions during non-working hours.

To manage and supervise UnieAI, a manager model named UNIA was implemented. UNIA is built atop the free DeepSeek
endpoint available through OpenRouter (limited to 50 free calls per day) and provides orchestration features such as creation and
lifecycle handling of UnieAI copies, routing of B2B leads, scheduling B2C review reminders, context recovery and quality correction
of UnieAI outputs, especially for the Kazakh and Russian languages. UNIA can autonomously create and manage CRM objects in
Bitrix, initiate procurement protocols executed by UnieAI and periodically update B2B data by using a 2GIS parser.

Knowledge and retrieval stack. The product catalog, company policies and trade methodology are stored in relational and
document stores and mirrored into vector indices using FAISS and Qdrant. Embeddings for Russian and Kazakh were produced
using an embedding model from Sberbank. RAG pipelines fetch the top-k passages from vector stores and pass those to UnieAI
for grounded response generation.
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Fig. 2: Example of applying mask based product sharing

D. Operational and Knowledge Update Pipelines
Product database changes propagate into both the canonical relational store and into the document ingestion pipeline. Documents

are chunked, embedded using Sberbank embeddings for RU/KZ languages, and re-indexed into FAISS/Qdrant on a scheduled cadence
or via delta-updates. See Fig.2 for an example of UnieAI using the products database.

Periodically, the system runs the 2GIS parser to enrich B2B data with newly found contacts and inserts them into the vector
store and CRM as lead candidates for UNIA routing. See Fig.3 for a data table generated using the 2GIS parser.
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Fig. 3: Example of product table based on ”comp clubs” search in Almaty

UnieAI prompt templates and small fine-tuned adapters are versioned, meaning that UNIA can push prompt updates to running
copies and trigger cache invalidation of previous contexts. See Fig. 4 for the overall architecture illustration.
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Fig. 4: Algorithm

E. Operational Pipeline — Client Input
The end-to-end pipeline for a customer message is as follows:

1) Customer sends a message via Telegram/WhatsApp/Instagram/Gmail. The channel adapter normalizes incoming payloads and
forwards the message to the preprocessing layer.

2) Language detection, text normalization, adapting markups and formatting and intent-slot extraction via lightweight embedding
and translating models using masking.

Fig. 5: Example of removing boldness of the messages. Whatsapp’s boldness works differently from
Telegram’s one, meaning it was removed.
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3) UNIA receives the preprocessed message and performs: policy, quality checks and safety checks by detecting attempts to
distract or inject malicious context, routing UnieAI copies. UNIA also maintains conversation level context; in such cases it
restores canonical context from stored transcripts.

4) If the UnieAI’s response requires highly contextual knowledge like product info, warranty, pricing, UNIA issues a vector
retrieval and fetches the required product information.

5) Augmentation can also be managed by UNIA by generating prompt constraints and combining user message, retrieved
passages, company protocols using response templates. If translation is needed between Kazakh and Russian, the pipeline
inserts translating layer.

6) The prompt is sent to the local quantized Nous Hermes 2 Mistral 7B instance used by UnieAI copies for final generation.
For high risk decisions UNIA uses Deepseek via OpenRouter API.

7) After generated text validation UNIA may also correct critical language errors or append CRM tags and make a pre-order
if the context forms so. The order tasks are handled by Bitrix24 for human employees. See Fig. 7 for example of verified
orders.

Fig. 6: Example of interacting with Unie send by one of Unibest’s customers.

8) Then response is sent back through the channel to the customer and the full exchange is logged. See Fig. 6 for final UnieAI’s
response

9) If flow requires reminders, UNIA schedules timed reminders and associates them with the CRM record.
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Fig. 7: UNIA makes orders and closes them automatically after verification. MoySklad and Kaspi are
used.

F. Operational Pipeline — Manager Input
The pipeline for inputs from sales managers (campaign creation, overrides, audits):
1) Using framework console, UNIA’s management console or Bitrix24 if the employee has higher positions operator creates a

campaign spawning UnieAI copies into the ”AI swarm”. See Fig. 8 for UNIA’s tasks for verification by manager in UNIA’s
management console

Fig. 8: UNIA creating tasks for delivery from the chats’ data. Managers needs to verify it.

2) UNIA compiles specified by manager or company policies into rules, prompt templates and safety constraints.
3) UNIA instantiates specially configured UnieAI copies and assigns each copy a knowledge context. Copies are tracked and

LLM resource usage is monitored. See Fig. 9 for UnieAI copies answering for different users in a group chat.
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Fig. 9: Example of Unie answering to multiple users via of its own copies
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Fig. 10: Copy of Unie in Telegram platform

Fig. 11: Copy of Unie in Whatsapp platform

4) Managers can sample conversations, submit corrections and start prompt updates via UNIA. UNIA accepts feedback and
applies template updates to selected copies using framework configuration. See Fig. 10, Fig. 11, Fig. 12 for more chat
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functionality.

Fig. 12: Example of resending message to user after waiting 5 minutes

5) UNIA notifies assigned sales personnel via Bitrix or internal framework messaging when detects low-confidence responses or
policy breaches.

G. RAG and Embedding Flow
All textual knowledge in the knowledge base is tokenized and embedded using Sberbank’s RU/KZ embedding model. For low-

latency approximate nearest neighbor search, embeddings are stored in FAISS and in Qdrant for persistence and metadata filtering.
Retrieval results include provenance metadata (session id, chunk offset, timestamp) to allow UNIA and sales managers to trace the
origin of information.

H. Error Handling, Fallbacks and Quota Management
Due to the OpenRouter API’s 50 free calls per day budget, UNIA reserves these calls for non-local high risk decisions and uses

UnieAI for the majority of generation tasks. Quota exhaustion logic falls back to local rule-based routing and preserved policies.
Low-confidence outputs, policy violations or even hallucinations start prompt re-formulation and warn the sales manager which
also ensures that incidents can be solved in short terms. For audition purposes the framework can render conversations via retrieval
contexts generated by UNIA.

I. Data Collection and Analysis Methods
Data collection was performed through systematic monitoring of system performance across multiple experimental runs. Key

metrics included task completion times, resource utilization rates, system throughput, and error rates.
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Additional metrics specific to the Unibest deployment were logged. Among them is the number of conversations per channel,
average response latency (processing, UNIA layer, inference), conversion rate (from leading to making an order as the result), B2C
review reminder and response rates, and the rate of UNIA-triggered corrections to UnieAI outputs. User-centered metrics such as
answer relevance, customer satisfaction (short surveys) and required follow-up message counts were also collected.

All interactions, retrieved chat files and final assistant outputs were recorded using JSON files for offline fixes.
Data analysis focused on comparing performance between the AI assistants API approach and the proposed framework. The

measured marginal effect of adding UNIA and UnieAI impacted business KPIs. Performance improvements were quantified using
relative percentage differences.

For UNIA, analysis included classification and routing accuracy testing (precision and recall), compared to end-to-end latency. The
changes in the assistants’ output quality and prompt safety were also detected. Comparative prompt/response testing and inference
techniques were used to enable better impact on task success and user satisfaction.

IV. RESULTS AND DISCUSSION

A. Experimental Findings
The experimental deployment of the framework with UNIA orchestration demonstrates significant improvements over baseline

high-end local models. Inference products showed that the orchestrated system achieved almost 15% higher ordering conversion
efficiency for B2B inquiries. In B2C operations, the automated review reminder achieved a customer engagement rate of almost
34%, defined as the proportion of customers who interacted with the reminder. This type of system also reduces the human resources
required by one or two managers.

Architecture meets real-time interaction requirements by achieving average response latencies below 2.5 seconds for processing.
UNIA’s intervention in post-processing corrected almost 85% of initial UnieAI outputs. UNIA primarily ensures company policy
during chatting, which substantially improved response relevance scores. See Table 5 for detailed performance comparison.

TABLE V: Performance Comparison of Framework Components

Metric Baseline With UNIA
B2B Conversion Rate 68% 83%
Average Response Latency 3.8s 2.3s
Output Correction Rate N/A 85%
Customer Engagement 30% 64%

B. Comparative Analysis with Existing Approaches
Previous studies like on RepairLLaMA demonstrated efficiency of using specialized tools. Unlike many reviewed case studies

that utilize high-end models for all tasks or highly specialized models only for one task, our results demonstrate that combination
of lightweight local model for text generation and a more capable free demo model as an ”conciseness adapter” is both effective
and performant approach for multi-lingual highly contextual small and medium enterprises.

The performance improvements resulted from UNIA orchestration functionality. Comparing responses with and without UNIA,
allows us to conclude that the increase in conversion rates directly caused by UNIA’s routing and management. The efficient use
of the limited OpenRouter budget is a causal result of the design decision to reserve it for high risk decisions.

C. Limitations and Challenges
The main limitation is caused by the fact that evaluation was conducted primarily in a pilot deployment. The generalizability of

the system to other contexts and enterprise remains unproven.
We speculate the performance gap between the orchestrated and non-orchestrated assistants would widen further if UNIA’s

context recovery mechanism will cause contextual collapse after repetitive re-generation of the company’s context. That’s why it
is important to periodically check system quality. We also speculate that the embedding and retrieval solutions, while sufficient
for Russian and Kazakh languages, could be also optimized by using future multilingual models that can handle several languages
better on architectural levels.
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Fig. 13: Example of Unie answering to multiple users via of its own copies

Any AI assistant architecture including UnieAI, requires oversights and quality management otherwise it may cause high financial
risks. UNIA is suitable to provide only parts of these oversights but can make decisions better. Therefore, implementing UNIA as
a high-end orchestrating model and UnieAI as a specialized ”AI Swarm” should lead to improvements in efficiency and quality
for businesses with limited technological resources. The experimental results demonstrate improved accuracy and reduced errors,
which validates the core hypothesis that optimizing models and dedicating decision making is possible and further standardized
frameworks evaluate fitting AI-based sales automation in enterprise environments.
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V. CONCLUSION AND FUTURE WORK

This article explored several studies at the intersection of LLM with practical cases, focusing on their particular applications
in small and medium sized enterprises with applied optimization methods. The study successfully designed and implemented
the framework at key decision-making levels while preserving UnieAI’s core purpose—text generation. The framework made local
models more agile for sales automation by orchestrating UnieAI’s copies on UNIA and by making UNIA a “conciseness adapter” for
those copies. The results demonstrate the framework pipeline can significantly enhance business operations such as lead conversion,
response quality and customer engagement while operating under significant computational constraints. The strategic partitioning of
corporate tasks between a quantized local model and a budgeted and more powerful API model proves to be an efficient architecture
for real-world deployment via a collection of AI assistants into a managed system, so called ”AI swarm”. The project confirms that
the marginal utility of adding AI assistants at such highly contextual layer is substantial.

The primary limitation of this work is its application in a specific city, where the key functionality providing quality were already
implemented. Its dependence on external 2GIS and Bitrix24 services makes the framework applicable and easy to deploy on the
huge part of the market but lacks independence if the services become unavailable or exceed budget limitations. The performance
trade offs of using heavily quantized local models causes the quality issues. The assumptions regarding embedding quality and
budget sufficiency validated in our example, but may not be applicable under different conditions.

Future work will mainly focus on expanding the deployment to other cities to generalize the framework across different markets.
Additionally, it is important to deepen the investigation into the AI-based workflows to optimize the handoff process between
UNIA and sales managers to reduce further operational overhead and the economic value of each UNIA function to make it more
commercially interesting.
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